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Abstract

Modern Cyber-Physical Systems (CPS) may consist of many software applica-
tions deployed on shared computing platforms. During system design, the large
number of possible deployment configurations makes exhaustive evaluation in-
feasible. Moreover, competition for shared hardware resources can degrade
application performance and jeopardize system-specific timing requirements.
Performance prediction can support Design Space Exploration by estimating
the effects of such co-deployments before deployment. This thesis investigates
a prediction framework based on application sensitivity and contentiousness,
originally developed for pairwise deployments causing memory contention, and

evaluates its suitability for CPS design.

First, the baseline method is assessed on pairwise deployments under memory
contention. It achieves reasonable accuracy but requires long profiling times
and offers limited configurability. By introducing several improvements such
as an early profiling cutoff and applying interpolation, the thesis arrives at
configurations that significantly reduce both prediction error and profiling time,

improving the method’s practicality in automated design flows.

Second, multi-application deployments are studied. Experiments show that the
baseline formulation degrades as the number of competitors increases. A new
pressure metric based on the number of applications is proposed for sensitiv-
ity profiling, enabling accurate predictions for scenarios with more than two
applications without substantially increasing profiling time. Additional con-
tentiousness profiling techniques, including contentiousness curves and a con-
tention equilibrium concept, are explored to better capture multi-application

interactions.

Finally, the thesis examines CPU contention, including same-core sharing and
simultaneous multithreading (SMT). Preliminary results show that the method

works well enough in scenarios without SMT.



Overall, the results show that sensitivity—contentiousness-based performance
prediction can be made more efficient and extended to multi-application de-
ployments, making the method more suitable for practical use. At the same
time, they highlight the need for further work towards a comprehensive, multi-

resource prediction tool for CPS design.
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Introduction

Cyber-Physical Systems (CPS) are an important part of the technology sector, especially
in fields such as health industries, industrial automation, robotics (IJ). They are composed
of a computer system and physical processes. Many of these systems are very complex,
with hundreds of software and hardware components, heterogeneous processing elements,
and physical parts. The software often needs to react to or manage the physical processes.
Because of this, usually the "cyber" part of a CPS needs to be predictable and reliable.
This includes both the computer hardware and software. Especially important are the
often present timing requirements. Managing the complexity during the design process
while adhering to these constraints is a big challenge.

One major problem in designing a complex CPS with many software components is that
sharing of the compute resources becomes nearly unavoidable. This may introduce resource
contention, which is a situation where multiple programs compete for system resources,
which can lead to performance degradation. This of course has negative effects and can
disrupt the whole system. Because of this, it is crucial to evaluate the performance of a
system during the design phase. Early insight in system performance improves time-to-
quality by requiring less rework in later stages of development and helps minimize system

over-dimensioning (2).

1.1 Problem Definition

A way to predict resource contention and its severity would be very useful in perfor-
mance estimation. When designing a system with many different software applications

and multiple hardware platforms, there is a multitude of ways in which the software can
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be mapped onto the available hardware. Each mapping—hereafter referred to as a configu-
ration—determines which resources are shared among applications and, consequently, how
the applications may interfere with one another. A quick method of evaluation is necessary
to test the viability of all configurations in a reasonable time. Traditional performance eval-
uation methods often rely on high-level simulations (I). Although this approach provides
high fidelity, it is computationally expensive and time consuming, making them impractical
for the early stages of Design Space Exploration (DSE).

Design spaces grow exponentially with the number of components. Therefore, for com-
plex systems, evaluation time can be an issue. A scalable performance prediction method
is needed. This is necessary to avoid a situation where evaluating the desired design points
takes a huge amount of time, which could sometimes be months using traditional methods,
making the process very costly and delaying the completion of the system which can have

negative consequences.

1.1.1 Goal

The objective of this research is to develop a performance prediction method for multiple
co-deployed applications with the maximum prediction error below 20%. This level of
accuracy is likely not suitable for final validation of a system, for which a more detailed
performance verification method would be required. The specific number was chosen based
on discussions with industry professionals, and the method’s viability during early stages
of DSE. Another very important requirement is that the prediction method must scale
linearly with the number of applications.

The primary evaluation criterion is prediction accuracy. Lower prediction error in-
creases the confidence that can be placed in the method’s results. The secondary goal is to
minimize the time necessary to form the predictions. This is separate from the scalability
requirement. Reducing the time it takes to make predictions directly improves the design
process by either allowing it to be completed faster or allowing for the exploration of more

design points.

1.1.2 Research Gap

There are many existing performance prediction methods, some of which are discussed in
Chapter However, most of the methods do not aim to address the specific problem
during the design phase of a CPS. The papers describing these techniques rarely discuss

the time it takes to form predictions and the scalability. When a method addresses topics
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such as application’s performance in a specific deployment or evaluating design points, it
is usually clear that the predictions require exponentially more time as complexity of the
system (or specifically the number of software components) rises.

Moreover, there are very few performance prediction methods that are open source with
code available for general use, which is a huge barrier to adopting these methods in prac-
tice. An openly available project by Dzikowski (3) exists, but lacks the ability to predict
performance in deployments of more than two applications. Additionally, the method does
not take into account contention in resources other than the memory subsystem. Even
though it does not meet all the requirements, the fact that it is open source makes it a

good base for further development. Therefore, it was chosen as the basis of this research.

1.2 Research Questions

The objective of this research is to evaluate, improve, and extend a performance prediction
method based on application sensitivity and contentiousness. To achieve this, the following

research questions are addressed:

1. RQ1 (Baseline Applicability): How accurately and how quickly can an existing
sensitivity—contentiousness-based prediction method estimate performance degrada-

tion for pairwise co-deployed applications in CPS under memory contention?

2. RQ2 (Multi-application Prediction): Can the sensitivity—contentiousness frame-
work be applied to scenarios with more than two co-deployed applications on shared

hardware while maintaining acceptable prediction accuracy and scalability?

3. RQ3 (Method Adaptation for Multi-application): If the baseline formulation
is insufficient for multi-application scenarios, what methodological adaptations are

required to obtain acceptable accuracy and scalability?

4. RQ4 (CPU Contention Integration): How can CPU contention be incorporated
into the sensitivity—contentiousness framework, and how does its inclusion affect

prediction accuracy and profiling overhead?

1.3 Contributions

This thesis provides the following contributions:
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1. Itimproves the accuracy and pro ling runtime of an existing sensitivity contentiousness-
based performance prediction method for pairwise deployments, by introducing inter-
polation, pro ling bounds, and a new pressure metric used for application pro ling.

2. It extends and evaluates the framework for deployments with more than two ap-
plications by introducing a new pro ling pressure metric and novel contentiousness
pro ling techniques, showing that acceptable accuracy is achievable without sacri c-
ing scalability and identifying remaining limitations.

3. It investigates the challenges of CPU contention in performance prediction and pro-
vides an initial experimental assessment of the sensitivity contentiousness framework

under same-core and simultaneous multithreading scenarios.

Together, these contributions bring the method much closer to industrial applicability by
considering more realistic deployment scenarios where multiple competitors share multiple
platform resources, while still maintaining reasonable accuracy and pro ling time.

1.4 Outline

The remainder of this thesis develops and evaluates a performance-prediction approach for
co-deployed applications in shared hardware platforms. Chapter 2 rst establishes the nec-
essary foundation by introducing Cyber-Physical Systems, the application model, resource
contention on shared hardware platforms, and the notions of sensitivity and contentious-
ness that underpin the prediction method.

Building on this foundation, Chapter 3 positions the work within existing research on
performance prediction and interference modelling. It discusses approaches from cloud
datacentres, metrics-based prediction methods, pro ling-based interference prediction, and
pro ling-based prediction in CPS, including the sensitivity contentiousness framework on
which this thesis builds. Chapter 4 then describes the experimental setup used to evaluate
the proposed prediction methods.

The subsequent chapters progressively extend the scope of the approach. Chapter 5
investigates improvements to sensitivity contentiousness-based prediction for pairwise co-
deployments and evaluates their e ects on prediction accuracy and pro ling overhead.
Chapter 6 extends this approach to deployments with multiple competitors by introducing
additional pressure metrics and contentiousness-pro ling techniques. Chapter 7 subse-
qguently considers CPU contention, addressing challenges related to CPU time sharing and
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simultaneous multithreading, and investigating how CPU-sharing e ects can be incorpo-
rated into the sensitivity contentiousness framework.

Finally, Chapter 8 brings together the results for all research questions, including the
pairwise and multi-competitor predictions and the CPU-contention experiments. It also
discusses the associated trade-o0 s and threats to validity. Chapter 9 concludes the thesis
by summarizing the main ndings and outlining directions for future work.



Background

This section introduces and explains important terms and concepts that will be used
throughout the remainder of the thesis. Section 2.1 explains what Cyber-Physical Sys-
tems are and the challenges related to designing them, speci cally through Design Space
Exploration. The types of applications that are considered in this thesis and their prop-
erties are explained in Section 2.2. Next, Section 2.3 introduces the concept of resource
contention, where and why it occurs, and why it is problematic. Finally, Section 2.4 de-
scribes what application sensitivity and contentiousness are. A performance prediction

method based on those properties, which is a central piece of the thesis is explained.

2.1 Cyber-Physical Systems

Cyber-Physical Systems (CPS) are integrations of computation with physical processes.
Embedded computers monitor and control the physical processes, usually with feedback
loops where physical processes a ect computations, and vice versa (4). Cyber-Physical Sys-
tems are very diverse. They include: autonomous automotive systems, medical monitoring

equipment, ight control systems, robots, etc.

2.1.1 Components

Cyber-Physical Systems have two distinct parts. The unique part of a CPS is the integra-
tion of physical processes. The "cyber" part is the software and the compute hardware on
which it runs, which can be a number of (heterogeneous) compute nodes, or hosts, con-
nected by a network or other 10. The software is composed of interdependent applications

which can be implemented using di erent technologies, e.g. microservices. This research
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does not explore the physical processes, but rather the performance of these software ap-
plications and the computer systems that are parts of the CPS. The focus is speci cally on
ne-grained applications such as microservices, explained in Section 2.2, but most of the
research also applies to any other type of application.

A distributed Cyber-Physical System (dCPS) combines multiple computing sub-systems
with physical processes to achieve greater e ciency, reliability, and functionality (5). This
can raise the complexity of the system, making it much more di cult to design with speci c
timing constraints.

2.1.2 Design Challenges

CPS, and especially dCPS, are increasingly complex and must satisfy multiple objectives
under strict constraints (power, reliability, etc.). For this research, timing requirements
are the most important design constraint, as many CPS require predictable and reliable
performance to satisfy them.

Design Space Exploration (DSE) is the search and evaluation of possible design solutions
in order to nd the ones that best satisfy de ned design objectives. Although DSE can
be applied in many domains, this research discusses it in the context of Cyber-Physical
Systems. For the purpose of the thesis, the design space is considered a set of all pos-
sible mappings of the software components to the hardware components. Design Space
Exploration (DSE) typically follows four steps (1):

1. Description and creation of models based on existing systems,

2. Creation of Design Space,

3. Exploration - Analysis and evaluation of con gurations in the Design Space,
4. Results - Presentation or processing of the results.

The main challenge lies in the exploration step: the con guration space grows quickly, and
evaluating individual design points becomes costly for dCPS due to their complexity (1).

CompDSE is a comprehensive DSE methodology for complex dCPS (5). It collects OS-
level event traces at selected points (e.g. inter-process message transfers) and automatically
derives models of software, hardware, and their mapping. Con gurations are explored by
modifying these models and using high-level simulation to evaluate execution and perfor-
mance, including the impact of physical delays. This enables an accurate performance
assessment for a large number of design points.
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This approach requires executing simulations for each design point. Given that the
design space can grow rapidly, a purely simulation-based evaluation is unlikely to scale to
all use cases. One way to reduce the e ort is to run shortened simulations on a subset of
con gurations and use the resulting data to train a predictive model that estimates the
guality of other con gurations. Empirical results indicate that simulating CPS operation
over a reduced time horizon does not signi cantly diminish the accuracy compared to
full-length simulations (6).

Simulation-based approaches can provide detailed estimates of system behavior, but
they often scale poorly as the design space grows. The total number of design points
grows exponentially with the addition of software components. Evaluating a large number
of con gurations through simulation may therefore become prohibitively time-consuming,
even when using fast, high-level simulations.

2.2 Application Model

This thesis considers systems consisting of multiple independently executing applications
co-deployed on shared computing hardware. They may compete for shared hardware re-
sources, such as memory bandwidth and CPU resources, causing performance interference.
The application model assumes that components have no functional data dependencies and
that their performance interaction is therefore limited to contention for shared hardware
resources.

The model is intended as an abstraction of component-based software systems, including
Service-Oriented Architectures such as the microservice (MS) architecture. Microservices
divide an application into smaller, independently deployable services that communicate
through message passing, with each service providing a well-de ned functionality (7). Such
architectures are increasingly also used in Cyber-Physical Systems, where they can support
properties such as maintainability, scalability, and high availability (8).

In practice, components in these architectures often communicate and may therefore
have data dependencies. Communication-related e ects, such as synchronization delays,
message passing overhead, and dependency-induced performance e ects, are outside the
scope of this thesis. The focus is instead on performance degradation caused by shared-
resource contention between otherwise independent applications.

Term De nition An application is simply a piece of software, or a program. It is also
referred to as a software component of a system.
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A process is an instance of a program being executed on a computer and is typically man-
aged by the operating system. In this thesis, the term task is used synonymously with
process. Although an application and a task are conceptually distinct an application
refers to the program itself, whereas a task refers to its execution in the remainder of this
thesis the terms are used interchangeably when referring to an application running on the
target system.

In this thesis, response time denotes the total time from task release to completion, in-
cluding any additional delay due to interference and resource contention.

2.3 Resource Contention

Any computing system has limited hardware resources, such as CPU, memory, storage,
and 1/0O bandwidth. When the system is under heavy load, multiple applications compete
for these shared resources. This competition is called resource contention. As contention
increases, tasks may experience delays and reduced throughput, leading to performance
degradation.

2.3.1 Cause of Contention

Contention can occur whenever system resources are shared among multiple applications.
A clear example of this is multiple applications trying to access data, that is not in the
cache, at the same time. The memory controller can serve only one application at a time
and the others have to wait, leading to contention. Resources like the main memory,
Network Interface Cards (NIC), or storage are shared (on a single node), and therefore
contention between di erent applications may occur.

Multi-core processors are widespread even in the domain of embedded and Cyber-
Physical Systems (9). Although they o er many bene ts, they are also a major source
of unpredictability (10, 11). System resources are shared between applications running
on di erent cores, which can lead to resource contention and performance degradation.
Reasoning about time and safety guarantees becomes extremely di cult in this scenario,
and the complexity of the analysis increases drastically (12).

2.3.2 Shared System Resources

There are many system components for which the applications compete. For the purposes
of this research, resources like storage and network 1/O are excluded, though certain work-



2.

BACKGROUND

loads do experience performance degradation due to contention in them. The following

resources are considered:

A~

Private and Last Level Caches: Caches are crucial for performance. A cache
miss causes a signi cant delay for the running process. Private caches are a per
core resource, while the Last Level Cache (LLC) is shared among all CPU cores.
Caches have limited capacity and under heavy load an application can easily evict
another's cache lines, which, unless the line will no longer be used, causes performance
degradation because the evicted line has to be fetched again from the DRAM to the
cache. Inliterature, the LLC has consistently been reported to have one of the highest
impacts on performance when many programs share hardware (13, 14, 15, 16, 17, 18).

DRAM: After an LLC miss, the memory request goes to the DRAM. It is then
possible to also cause enough tra ¢ in the DRAM controller to cause a contention
related delay, due to insu cient bandwidth. Like the LLC, DRAM accesses are
managed by a controller shared across all CPU cores. In the memory subsystem, the
resources (LLC, memory controller, DRAM) are connected.

CPU: Some modern processors implement simultaneous multithreading (SMT) - a
technique in which multiple logical cores (also referred to as logical CPUs) are
mapped onto the same physical core. They execute instructions from di erent threads
in an interleaved manner, but still rely on the same shared underlying resources. This
introduces additional contention for: execution units and pipeline stages, internal
bu ers such as load/store queues and reorder bu ers, among other resources. As a
result, co-located threads directly compete for the same core-level resources, as well
as for shared caches and memory.

Even without SMT, multiple tasks can compete for CPU resources. When several
applications are scheduled on the same core, they time-share that core. Context
switches cause interference through private caches: each task can evict cache lines of
previously executed tasks, leading to additional cache misses and increased execution
time after a switch.

Because Intel processors with Hyper-threadin split each physical core into two
logical cores, the latter are referred to as sibling cores and they are the ones that
share, and sometimes compete for the physical core's hardware resources.

All these components and their layout is visualized in Figure 2.1.

intel's proprietary SMT implementation

10



2.3 Resource Contention

Figure 2.1: Diagram showing the relevant system resources, based on the Intel Xeon proces-
sor used for evaluation.

2.3.3 Hardware Performance Counters

Hardware Performance Counters (HPCs) are processor-provided registers that monitor
events occurring during program execution. They provide ne-grained information about
how an application uses the underlying hardware and can therefore support performance
analysis and the identi cation of bottlenecks. Hardware Performance Counters record low-
level events such as cache misses and branch mispredictions (18). The exact events that are
measured depend on the processor architecture. HPCs commonly measure events related
to instruction execution, memory accesses, cache behavior, and stalled processor cycles.
A commonly used metric derived from these counters is Cycles Per Instruction (CPI).
CPI expresses the average number of processor clock cycles required to execute one in-
struction and is calculated by dividing the number of elapsed CPU cycles by the number
of retired instructions. A lower CPI generally indicates that instructions are executed more
e ciently, whereas an increased CPI can indicate delays caused by e ects such as cache

misses, memory-access latency, pipeline stalls, or branch mispredictions.

11
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2.4 Sensitivity and Contentiousness

Two key concepts used throughout this thesis to describe application performance under
resource sharing are de ned as follows:

~ Sensitivity is the susceptibility of an application to interference. It characterizes
the change in performance under a certain level of pressure in the shared system
resources.

~ Contentiousness is how much pressure an application puts on the shared system
resources.

Although both notions are abstract properties, it is still possible to measure them and
obtain distinct scores for applications.

The sensitivity and contentiousness can be used to predict the performance of co-deployed
applications. Bubble-Up is a methodology for predicting performance degradation that
results from contention for shared resources (19). The method relies on pro ling the target
applications in 2 steps:

1. Measuring sensitivity
For each application a test is performed, in which it gets deployed with a memory
stress test on shared hardware. This stress test is the Source of Interference (Sol).
By iteratively increasing the pressure applied by the Sol to the memory subsystem
and measuring the performance of the tested application, a sensitivity curve is
created. An example of a sensitivity curve is shown in Figure 2.2

2. Characterizing contentiousness
In this step, the contentiousness of each application is measured by deploying it on
shared hardware with a Reporter, which is a special application that is sensitive to
interference, and by monitoring its own performance it determines how contentious
the tested application is.

From this proling, a sensitivity curve and a contentiousness score are obtained for
every application. The Sol and the Reporter serve as common reference points for all
applications. Pro ling the applications with just these two tests avoids running all pos-
sible combinations of the applications. After the software has been pro led, predicting
performance relies on taking the contentiousness of one application and applying it to the
sensitivity curve of another application to get the latter's performance.

12
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Figure 2.2: A sensitivity curve showing the degradation of application performance as the
memory pressure from the Sol increases by Mars et al. (19)

13
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Related Work

This chapter positions the proposed approach within existing research on performance pre-
diction for co-deployed applications. Section 3.1 reviews interference-aware scheduling and
prediction methods developed for cloud datacenters, and discusses why their assumptions
di er from those of the CPS design-time setting considered in this thesis. Section 3.2 ex-
amines approaches that use HPC metrics to detect or predict contention, with particular
attention to their scalability and suitability for CPS design purposes. Section 3.3 discusses
pro ling-based interference prediction methods, including the Bubble-Up method and a
similar technique that measures how application performance changes under controlled
interference. The latter is used to induce targeted timing deviations in Cyber-Physical
Systems. Finally, Section 3.4 presents the sensitivity contentiousness-based prediction
method by Dzikowski, which forms the basis for this work, and identi es its remaining

limitations regarding multi-competitor deployments and CPU contention.

3.1 Cloud Datacenters

Research on performance prediction in cloud environments focuses on scheduling new mi-
croservice or network function (NF) ! instances on already loaded systems in ways that
avoid performance degradation. Modern datacenters co-host many virtual machines per

physical server, so contention prediction is central to scheduling.

1 A network function is a software component responsible for handling and transmitting data packets to
provide a speci ¢ networking service. Network functions are often virtualized and can run independently
on general-purpose hardware.

14
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3.1.1 Methods

ResQ is a resource manager for multi-tenant network function virtualization (NFV) clus-
ters (14). Building on prior work identifying LLC as a major source of NF performance
variability (13), ResQ pro les each NF across di erent LLC allocations * and uses through-
put and latency measurements to schedule NFs so as to minimize interference.

C-Koordinator is an interference-aware scheduler for large-scale microservice clusters (15).
It uses machine-learning models trained on HPC metrics, with CPI as a central feature, to
detect and mitigate interference. CPI is chosen because it re ects contention across multi-
ple hardware components and is easier to collect at scale than ne-grained application-level
metrics.

However, CPI and cache miss rates are not always su cient for identifying response-time
problems, especially for highly multi-threaded applications (20). As an alternative, probe-
based methods co-deploy a tunable micro-benchmark that acts as a contention sensor,
called a probe. By observing the probe's performance, interference can be detected even
when hardware counters alone are inconclusive (20).

Another datacenter approach leverages the CPU-Ready metric, which measures the per-
centage of time a virtual machine is ready to execute but must wait in a queue for physical
CPU resources to become available, as an indicator of contention (21). Operational metrics
(including HPC) that correlate strongly with CPU-Ready are identi ed, and their traces
are used to train regression models that predict contention.

User Level Prediction uPredict is a user-level interference predictor for multi-tenant
cloud platforms (22). It uses micro-benchmarks inside a VM to infer interference from
observed slow-downs, without requiring control over the execution environment or access
to hardware counters. This is useful for cloud users with limited privileges, but does not
match the CPS design scenario assumed in this work.

3.1.2 Limitations

While work from domains such as cloud computing can o er insights, it cannot be directly
transferred due to the speci ¢ properties of CPS. The presented papers focus on scheduling
workloads e ciently on a live system, while this research attempts to address the problem
at design time. All software components are known and can be extensively pro led well

1The Intel Cache Allocation Technology allows the system to control how much of the LLC is consumed
by a speci c application.

15
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ahead of being deployed. Additionally, CPS normally do not have scalable resources, rather
they are xed.

3.2 Metrics-based Performance Prediction

HPC metrics like cache misses and cycles per instruction (CPI) correlate with performance
and can indicate contention (15, 16, 20). They can be collected using tools such as Intel
Performance Counter Monitor.

3.2.1 Prediction

HPC-based approaches use these metrics to detect and predict interference. For example,
resource-stressing benchmarks can be co-deployed with target applications to estimate
slow-downs from measured timing behavior (12).

SLOMO is a prediction framework for virtualized network functions (16). It represents
contentiousness as vectors of HPC metrics that are strongly correlated with performance.
These vectors can be combined to model the aggregate contentiousness of multiple NFs,
and machine-learning models (e.g. Gradient Boosting Regression) are trained to predict
performance from these vectors.

iPlace extends this idea to microservices (17). It proles each microservice oine to
build representative contentiousness vectors, averaging results over di erent competing
workloads. Each vector is denoted by? $k> (x), where r is the pro led MS, k is the number
of competing MSs, and x represents the competing workload and its speci ¢ con guration.
A sensitivity model maps these vectors to observed throughput. Online, iPlace predicts
the performance of a microservice by applying the combined contentiousness vectors of its
co-located competitors, and uses this for interference-aware placement.

3.2.2 Limitations

The SLOMO and iPlace papers do not explicitly address scalability which is a huge concern.
There are two variables for creating a contentiousness vector: the number of competing
MSs, and the competing workload with its con guration. For each microservice and each
combination of those variables, a contentiousness vector needs to be built via the method
of measurements. The total number of measurements needed for this method can sky-
rocket quickly with an increasing number of possible applications. Therefore, it cannot be
established that it will achieve the desired scalability and produce signi cant time savings
during the design process.

16
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Furthermore, measurement-based methods are not suitable for hard real-time embed-
ded systems because they cannot provide safe worst-case execution time guarantees (12).
Moreover, hardware metrics such as L3 miss rate can detect contention but do not always
correlate with response-time degradation (20). This limits the suitability of HPC-only
approaches for CPS evaluation when strict guarantees are required. However, they remain
acceptable for obtaining approximate performance estimates in early design phases, which
is the focus of this thesis.

3.3 Proling-based Interference Prediction

The performance of co-deployed applications can be predicted by pro ling their behavior
under resource contention. By characterizing each application prior to deployment, it be-
comes possible to infer their mutual interference and expected performance when executed
on shared hardware.

3.3.1 Bubble-Up Method

The Bubble-Up method (19) for performance prediction was introduced in Section 2.4.
It calculates application performance by combining the contentiousness of the competitor
with the sensitivity of the application. Considering only two measurements need to be
performed per application to obtain all the necessary data for predictions, this method
o ers linear scalability with the number of software components. This addresses the main
problem presented in the thesis that relates to CPS design. However, there are limitations
that prevent the method from being applicable in most practical scenarios:

" Bubble-Up only considers pairwise deployments of applications. This severely limits
the applicability of the method in systems with a component-based architecture,

where there can be many small software components running on the same machine.

~ Only memory contention is considered. Other resources like the CPU are not taken
into account. Memory interference is not the only possible source of performance
degradation, so in any situation where another resource can become a bottleneck the
method could prove to be inadequate.

Although Bubble-Up has serious limitations, such as its two application limit per de-
ployment, it remains a scalable method for performance prediction and therefore provides
a suitable foundation for further work. An extension of this approach is discussed in
Section 3.4.
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3.3.2 Temporal Displacement Method

An alternative perspective on performance interference is its use as an attack vector. By
inducing controlled timing deviations, an attacker can trigger unintended behavior in a
CPS (23). After identifying an exploitable condition, the attacker must selectively interfere
with a subset of tasks and adjust the induced delay to fall within a range that is su cient
to cause the violation but small enough to evade detection.

To determine the required interference, tasks are pro led and decomposed into execution
phases that intensively use similar resources. The sensitivity of each phase to specic
contention channels is then characterized, yielding sensitivity curves that relate attack
intensity to induced delay. This constitutes a form of performance estimation, with the
objective shifted from predicting slow-downs to computing the amount of contention needed

to achieve targeted timing deviations in a CPS.

3.4 CPS-Oriented Extension of Bubble-Up

This thesis is based on the work done by Dzikowski (3). This section outlines the setup
and ndings of that paper. The work by Dzikowski is highly important and relevant for 2

reasons: It implements a performance prediction method in the context of CPS and MS,
and the code is available! under an MIT license and can therefore be directly used for

further research and expanded freely.

3.4.1 Method Overview

The project implements a performance prediction method for pairwise application deploy-
ments. It is based on the Bubble-Up methodology (19), but it is expanded and adjusted
to better predict the performance of various applications. Both methods focus on predict-
ing the performance of applications by pro ling the contention in the memory subsystem.
Pro ling and predictions are done in a nearly identical manner to the Bubble-Up method,
relying on application sensitivity curves and contentiousness scores. An overview of the
method is shown in Figure 3.1.

The paper presents the results of the predictions with SPEC2017 benchmarks and Meal
Delivery System (MDS) which is a benchmark system developed at TNO-ESI composed
of 3 microservices that are interconnected using the publish-subscribe pattern.

Lhttps://github.com/Bruno-Dzk/resource-contention
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Figure 3.1: Overview of the 3 steps approach for predicting performance degradation by
Dzikowski (3).

3.4.2 Results and Limitations

The paper tests di erent con gurations of the program to determine what produces the

best results, which is something the original Bubble-Up paper omitted. The following are
evaluated:

" Sol type: Sols with random and streaming access patterns are tested. For nal
prediction a combination of both is used.

" Reporter type: Similar to Sol a random and a streaming Reporters are described.
Additionally there is a hybrid Reporter that performs streaming access but with
varying o sets, and an alternating Reporter which switches between the two modes.
The alternating Reporter led to the best accuracy.

~ CPU governors: the Linux kernel provides various policies for dynamic frequency
adjustment. Using the performance governor resulted in the best results. Intel

Turbo Boost made the accuracy signi cantly worse so it is recommended to disable
it.

The discussed method of prediction achieves accuracy that is in line with the goal of
the thesis. The absolute maximum error is 16.2%, while the absolute median error is
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just 0.98%. However, it carries over the limitations present in Bubble-Up: it only works
for pairwise deployments, and it only takes into account the contention in the memory
subsystem, whereas other crucial resources, like the CPU can also become the bottleneck.
The pro ling times can be very lengthy. The sensitivity pro ling for the SPEC2017
benchmarks is reported to take 8.66 hours. It is a signi cant amount of time to pro le
just the sensitivity of 19 applications. Despite the pro ling taking a signi cant amount
of time, the method exhibits the desired scalability, because only the applications need to
be proled, and it avoids testing each deployment individually. Predictions are of course
done for speci ¢ deployments of applications, but because forming them necessitates only
one lookup in a sensitivity curve, it is nearly instantaneous.
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4

Experiment Setup

This chapter describes the experimental environment and procedure used to evaluate the
prediction method. Section 4.1 introduces the SPEC CPU2017 workloads used as repre-
sentative resource-intensive applications. Section 4.2 speci es the hardware and software
con guration of the experimental systems. Section 4.3 describes the deployment constraints
and scheduling strategy used to isolate the investigated sources of contention. Section 4.4
then presents the automated pipeline for sensitivity and contentiousness pro ling, predic-
tion generation, and validation. Finally, Section 4.5 de nes the reported prediction-error
metrics and pro ling-time measurements used in the evaluation chapters.

4.1 Workloads

SPEC2017 is a benchmark suite used to stress the system's processor and memory subsys-
tem. SPEC designed these suites to provide a comparative measure of compute-intensive
performance across the widest practical range of hardware using workloads developed from
real user applications (24). Each benchmark is based on real-world workloads and stresses
di erent parts of the system. For example some benchmarks use integer calculations,
others do oating-point, and they can be computation heavy or memory heavy. In this re-
search, SPEC2017 benchmarks are used to represent real, resource-demanding applications
that could be used in a CPS. For the purposes of this research, the SPECspeed bench-
marks were used. These benchmarks measure the time required to complete a workload.
SPECrate benchmarks, which measure throughput, are also available. However, this thesis
focuses on latency and response time, for which execution time is the more relevant metric.
Without contention, the benchmarks complete in a few to several tens of seconds on the

experimental system.
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There is no data dependency between the tasks, which is important because performance
degradation cannot be caused by one application waiting for data from another. This is in
line with the application model described in Section 2.2, and makes it easier to investigate
resource contention.

The Cactu_BSSN benchmark showed unstable execution times even outside of the pre-
diction experiments and therefore the prediction errors for this benchmark in particular
have been omitted from the results, but the benchmark is still included in the experi-
ments. Due to time constraints this inconsistency in its behavior has not been investigated

thoroughly.

4.2 System Components

The results shown in the evaluation sections 5.6, 6.5, and 7.4 come from experiments

performed on a system with the following con guration:

" Processor: Intel(R) Xeon(R) E-2378 CPU @ 2.60GHz,
8 cores, 16 threads
L1i: 32KB, L1d: 48KB, L2: 512KB, L3: 16MB,

" Memory: 64GB of DDR4-3200,
" Operating System: Debian 12 with the 6.1 Linux kernel version

During the experiments, the CPU governor was set to the performance governor and
Intel Turbo Boost was disabled. It ensures that the processor stays at the highest sus-
tainable frequency (2.6 GHz). This not only produces the most accurate predictions (3),
but also makes sense from a practical perspective - the CPU frequency should be high to
take advantage of the performance, but introducing dynamic frequency scaling can cause
unstable measurements.

Processes are scheduled using the Completely Fair Scheduler with priority level of -20.

The experiments were performed again on a secondary system, which has an Intel(R)
Xeon(R) Silver 4208 CPU @ 2.10GHz, 64GB of DDR4 memory and Debian 12. The results
and trends are generally similar and only discussed when relevant.

4.3 Constraints and Deployment

The processor used for the experiments has Intel's Hyper-Threading Technology, which
means each core has two hardware threads. For the purposes of the experiments, the
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number of (tested) applications running on the system is equal to or smaller than the
number of physical cores. The applications are not deployed on two logical cores that are
part of the same physical one to avoid CPU and private cache contention. The tests are
meant to only take into account the LLC and DRAM accesses. The exception to this
are the experiments in Chapter 7. Core pinning is used to ensure the applications are
running on an uncontested core. This is done using the taskset command to force the OS
to schedule the application on a speci c core.

During validation, the execution time of only one application is measured per run. The
co-running applications serve solely as constant background competitors to provide a stable
level of interference. Measuring multiple applications in the same run would allow some
competitors to nish earlier than others, thereby changing the contention level over time
and invalidating the measurement. The di erent approaches are visualized in Figure 4.1.
4.1(a) is the chosen strategy and ensures the pro led application experiences constant com-
petition. Scenario 4.1(b) has no guarantees on when the applications will start and nish
executing, and in the presented example scenario application B nishes earlier, leaving
application A without competition.

(a) Example timeline of single application pro ling.

(b) Example timeline of pro ling two applications simultaneously.

Figure 4.1: Example timelines of application lifetimes with two di erent pro ling deployment
strategies.

Consequently, each measured application requires a separate validation run in which it is
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the foreground workload and the others run only as background competitors. For example,
measuring application A with application B as a competitor, and measuring application B

with application A as a competitor, constitute two distinct validation runs.

4.4  Application Pipeline

The software used for pro ling, prediction generation, and validation is available on GitHub'

under the MIT License.

The pipeline is con gured through a YAML le, which de nes one or more experimental
con gurations. A con guration speci es the benchmark applications for which performance
is predicted, the Reporter application and its number of repetitions, the types and number
of Sources of Interference (Sols), and the pressure range and sampling interval. It may

additionally specify further parameters required to execute an experiment.

For each experiment, the software automatically executes the pro ling and prediction
pipeline. First, the Reporter is co-deployed with the con gured Sols across the speci ed
pressure range. The resulting measurements are collected and parsed to construct the
Reporter's sensitivity curve. Next, each benchmark application is co-deployed with the
Reporter application. Measurements from this step are used as the contentiousness scores
of the applications. In the last pro ling step, each application is co-deployed with the
Sols to obtain a sensitivity curve from the performance measurements. Finally, for each
possible deployment (split into one application and its competitors), the performance of
an application is predicted using the contentiousness score of its competitor(s) and its
sensitivity. The pro ling measurements and generated predictions are exported to CSV
les, while execution events and potential errors are recorded in a log le.

Finally, the software can execute validation runs in which, depending on the con gura-
tion, all or a subset of the possible deployment con gurations are executed on the system.
The predicted performance degradation is then compared with the degradation measured
under the corresponding co-deployment con guration. These validation experiments are
not part of the prediction method itself. Instead, they are used in this research to evaluate

the accuracy of the generated predictions.

Lhttps://github.com/JanPrzystal/contention-profiler
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45 Results Format

The evaluation sections in Chapters 5, 6, and 7 present charts reporting prediction errors
and pro ling times for the examined methods. This section de nes the format of these
results.

Prediction error is computed by comparing the predicted values against validation runs,
in which the applications are actually deployed and their performance is measured. It
is expressed as the percentage di erence between the prediction and the validated value.
error = (P pred P val)=Pva Where p denotes the execution time (performance)

Because the predicted performance can be better or worse than the actual performance,
the error can be a positive or a negative number. While this is taken into account, most
results consider only the absolute values of the error, because what is most important for
accuracy is that the prediction is as close as possible to the real value. There are four error
values shown in the evaluation, useful for determining the accuracy. First the maximum
absolute error represents the worst case scenario for the prediction. It is a very important
value as it determines how con dent a user can be in any prediction made by the method.
Other than that, the median and 95th percentile absolute errors are also shown to represent
what range of accuracy can be expected from the vast majority of the predictions, not only
the biggest outlier.

The error range is de ned as the di erence, in percentage points, between the maximum
and minimum error among all applications in a given experiment.

Pro ling times are reported per step, distinguishing the duration of Reporter sensitivity
pro ling, application contentiousness pro ling, and application sensitivity pro ling.

All presented experiments were run at least two times to con rm the validity of the results.
The variance between the runs was never signi cant.
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Basic Method Improvements

Prior to addressing the two primary limitations of the existing method, several enhance-
ments can be made. This chapter examines various improvements aimed at increasing
prediction accuracy and reducing the pro ling overhead. Sections 5.1 and 5.2 examine the
Source of Interference and the Reporter respectively. Their properties, as well as di erent
design and implementation choices are discussed. Section 5.3 explains the adjustments
to the method which aim at reducing the time it takes to complete the pro ling steps.
Section 5.4 presents how interpolating between the (pro ling) measurement points can
produce a sensitivity curve that allows for more accurate readings. Next, a new approach
to sensitivity pro ling is introduced in Section 5.5, which modi es the pressure metric in
order to cause more gradual performance degradation. The motivation behind this change
is also presented. Finally, Section 5.6 shows the results of experiments meant to evaluate
all the changes discussed throughout the chapter.

5.1 Source of Interference

The con guration of a Source of Interference (Sol) is multifaceted, encompassing its run-
time behavior such as instruction mix and memory access patterns as well as its de-
ployment strategy. Given that this method focuses on the memory subsystem, the Sol
must exert signi cant pressure on the cache and DRAM. A critical requirement is that the
intensity of this interference remains con gurable.

An e ective Sol must possess the following characteristics:

1. Con gurability: The intensity of the interference must be adjustable.

2. Reliability: The e ects of a speci c pressure level must be repeatable across multiple

execution runs.
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3. Monotonicity: Increased pressure should consistently result in higher observable
interference, manifested as degraded performance for concurrent applications.

5.1.1 Memory Access Pattern

There are several memory access patterns that the Sol can use. The following were con-
sidered:

" Streaming access pattern - the Sol creates memory requests in subsequent memory
addresses in a predictable manner. When the end of the memory bu er is reached,
it starts from the beginning. This pattern should bene t from the CPU prefetcher.

" Random access pattern - each memory access of the Sol is done on a random address
within the bounds of the allocated memory. This pattern is meant to more closely

resemble a real application that needs to address memory in di erent regions.

In practice, both access patterns show comparable results. In preliminary experiments,
the random Sol achieved slightly lower prediction errors and, as it more closely resembles
the unpredictable nature of real application memory access patterns, it was selected as the
primary Sol type for subsequent experiments.

However, the random Sol introduces inherent variability. It is therefore important to
con gure the sensitivity pro ling such that higher nominal pressure cannot, by chance,
result in better Reporter performance than a lower-pressure con guration. This means
performance should be monotonically decreasing. An example of this not being the case is
shown in Figure 5.1.

5.1.2 Deployment

The original work by Dzikowski (3) uses multiple Sols during pro ling but it does not
outline the exact con guration in which they are deployed, i.e. how many Sol processes
are launched, what number of threads they use, and which CPU cores they occupy. Both
streaming and random Sols are used in separate processes, each with an arbitrary number
of threads. This leaves room for experimentation when it comes to the number of Sols
deployed during pro ling.

The rst change made is the omission of using multiple threads in a single Sol process.
This avoids shared writable memory being accessed by threads executing on di erent cores.
Such accesses can trigger cache-coherence activity: when one thread writes to a cache line
that is cached or modi ed by another core, the coherence protocol may need to invalidate
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other copies and transfer ownership of the line to the writing core. These operations can
introduce stalls and timing variability, which is undesirable for a stable and predictable
source of interference. The main motivation for using multiple single-threaded processes
rather than multithreaded processes is to simplify the model by avoiding direct inter-
thread communication and shared application memory. Conceptually, this represents a
system composed of independent software components, each performing a speci c role and
interacting only indirectly through shared hardware resources.

This leads to the question of how many Sols should be used during pro ling, or in other
words, how many cores should be occupied. Early tests showed that it is necessary to
use more than one Sol, otherwise if a pro led application causes more interference than
the Sol, there is no way to characterize its contentiousness. On top of that a single Sol,
especially with a random access pattern, is not stable. As seen in Figure 5.1, the resulting
curves can have serious uctuations, which are rarely present when using multiple Sols,

because they average each other out.

Figure 5.1: Reporter sensitivity curve using 1 random Sol

Based on early experiments, using two Sols is enough to get accurate predictions. Most
results in Section 5.6 use that con guration. More Sols can also be used with results being
similar, but generally maximizing the number of Sols with this con guration can worsen
the accuracy, at least in the pairwise prediction scenario. The reason for this is very rapid
performance degradation even at low pressure during sensitivity pro ling, creating very
steep sensitivity curves, which in some cases can produce inaccurate lookups. The topic of
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sensitivity curve shape and its e ect on predictions is further explored in Sections 5.5 and
6.3.

5.2 Reporter

The Reporter is responsible for determining the contentiousness of the applications. Having
an accurate contentiousness score is crucial because it is directly used to make a prediction.
The range of accurate performance prediction values is small but can be objectively deter-
mined. The contentiousness score however, is a more abstract metric. Whether it is good
or not depends heavily on the sensitivity curves of the workloads, and those in turn can
look di erently depending on the type and intensity of the pressure used during pro ling.
For example, suppose that application A is co-deployed with application B and that the
observed performance of application A is p. Given the sensitivity function of application

A, Sa(x), the contentiousness score of application B, @, that will result in an optimal
prediction can be determined by solving: K(Cg) =pa.

This means that the most accurate contentiousness score for application B is not a single
objective value, but is dependent on the co-deployed application and its sensitivity curve,
which in this example is Sy. The scenario could of course be reversed, and the perfect
sensitivity function depends on the competitor's contentiousness score.

The default Reporter used in the experiments is a custom one originally designed by
Dzikowski (3). It alternates between a sequential and random memory access loops. Minor
implementation adjustments were made to the Reporter, but the way in which it operates
remains the same.

5.2.1 Reporter Quality

In theory, any application with measurable performance can be used as a Reporter, but
it does not mean that any application is a good Reporter. There are characteristics that
make some workloads better suited for this role than others.

The ideal Reporter should not create any interference itself. This is not feasible
because to measure the contention in the memory system, it is necessary to access it, thus
a ecting it. Still, the Reporter should in uence the other applications as little as possible to
get accurate readings. If it creates much interference, it could a ect the pro led application
and degrade its performance, thus in uencing the reading.

In addition, it is very important that the Reporter can distinguish between di erent
levels of interference precisely. This means two things:
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1. The Reporter needs to be a ected by any change in interference. A change of pressure
in the shared resources should be re ected in the Reporter's performance.

2. The Reporter's reading must clearly map to a speci c contentiousness score. It should
not be ambiguous to what level of pressure the reading corresponds to. Figure 5.1
shows a Reporter sensitivity curve that is not monotonic. This leads to a situation
where some of the performance values have multiple corresponding pressure levels,
which creates an ambiguity as to which value should be used for the contentiousness

score.

During pro ling, there is some amount of variance across measurements. Testing the
performance of a given application in the same deployment multiple times, yields a slightly
di erent result each time. The accuracy of the Reporter in determining the contentiousness
realistically cannot be ideal, but it should remain the same across the entire range of
possible contentiousness values. In other words, the variance in the performance readings
should correspond to a similar variance in the contentiousness score across the entire range

of values.

Figure 5.2: The range of possible Reporter contentiousness (Cnt) readings, granted some
variance in measurements, represented using colored boxes.

Figure 5.2 shows a drawing of an example Reporter sensitivity curve. R represents
the performance of the Reporter and RjA symbols the performance when deployed with
application A. The gure shows how an identical variance in performance reading (for
applications A and B) can result in a drastically di erent range of possible contentiousness
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scores. For a general purpose Reporter this range should be consistent across the entire

curve.

5.3 Shortening Pro ling

Pro ling an application's sensitivity requires evaluating it over a range of interference lev-
els. ldeally, pro ling begins under contention-free conditions and progressively increases
the imposed contention up to a practical upper bound. For memory interference, the Sol's
memory footprint de ned here as the amount of memory, in MB, actively accessed by
the Solis used as a controllable proxy for memory pressure. Although memory alloca-
tion is ultimately bounded by available physical memory and the virtual-memory system,
an operational upper bound must be de ned to keep the pro ling workload feasible and
representative. For a xed sampling interval, evaluating a wider contention range directly

increases pro ling time.

5.3.1 Proling Cuto

To alleviate the long pro ling time incurred when evaluating a wide range of contention
levels, a three-stage approach is adopted. The baseline method uses only two steps: de-
termining the sensitivity of all applications, and then the contentiousness. To improve the
pro ling time the following approach was employed:

1. Pro le the sensitivity of the Reporter over a wide contention range. How big that
range should be depends on the Sol. The value used originally was 112MB. Early
tests showed that an increase past 64MB produces a negligible increase in perfor-
mance degradation. What matters is that this contention range captures any possi-
ble pressure that a competitor could emit. Since the Reporter is a single application,
the additional time spent on performing many measurements across a large pressure

range, has a negligible impact on overall pro ling time or all applications.

2. Pro le the contentiousness of all applications, using the Reporter's sensitivity curve.
The wide range used for the Reporter ensures that all contentiousness scores can
be determined. During this step, the maximum observed contentiousness score is
recorded.

3. Prole the sensitivity of all applications within the range de ned by the recorded

maximum contentiousness, rounded up to the nearest interval. Sensitivity beyond
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this range is irrelevant as applications will not experience higher contention in the
system.

The last step is the one which enables the potential time savings. Pro ling the sensi-
tivity is the most time consuming process because it requires multiple measurements per
application. By reducing the number of measurements, it is possible to signi cantly reduce
the time of the sensitivity pro ling, which in turn has a signi cant impact on the duration
of the whole process.

5.3.2 Drawbacks

If in the future a new application is added to the set, it needs to have a contentiousness
score within the previously encountered range. Otherwise, the sensitivity pro ling needs
to be repeated, or at least extended.

The pro ling cuto also does not work as well in multi-competitor scenarios described
in Chapter 6, where the maximum contentiousness score is di cult to determine and can

be very high, thus not eliminating too many measurements.

5.3.3 Proling Parameters

There are multiple settings that can be adjusted for the pro ling phase. Those include:

" Pressure Range - Making the pressure range during sensitivity pro ling too large
leads to wasted time spent on meaningless measurements. For the applications' sen-
sitivity this can be addressed by the pro ling cuto, but the Reporter's sensitivity
curve still uses a prede ned range which should not be unnecessarily big. For the
tested Sol using 64MB as the upper pressure bound was enough for pairwise predic-
tions. The value from the original setup (112MB) turned out to be excessive.

Reporter Repetitions - The Reporter usually experiences some variance between
runs. By running the Reporter multiple times, and averaging the results, the situa-
tion in which a poor reading is chosen as the true value is avoided. Increasing the
number of repetitions generally improves the accuracy of the results. However, the
associated increase in pro ling time leads to diminishing accuracy gains relative to
the additional time investment. A good number of repetitions depends on the Re-
porter used. During the experiments, the custom Reporter was set to 20 repetitions
per measurement. This number was chosen based on tests with various numbers of
repetitions where the stability of the output and pro ling time were the criteria.
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5.4 Interpolation

This section describes how interpolating between sensitivity measurements can create a
curve that helps reduce the cost of pro ling while limiting the (negative) impact on accu-

racy.

5.4.1 Problem with Discrete Sampling

The starting setup measured sensitivity at discrete pressure levels, e.g., 4MB, 8MB, etc.
This creates a problem because there are limited points at which the performance can be
mapped to the memory pressure. If the application's true contentiousness is 7MB, it would
need to be rounded to the nearest measured point, like 8MB, which creates an inaccuracy.
Using a smaller interval between measurements creates better results but requires more
time for pro ling which is undesirable. This creates a tradeo between time and accuracy.
Rather than pro ling additional pressure points, interpolation can be used to estimate
a continuous function from the measured values. This enables contentiousness to be es-
timated at any pressure point within the pro led range. Consequently, the score may be
more accurate when the actual contentiousness lies between two measurement points. In
this scenario, the score obtained by using interpolation between the points is an estimate,
but if the right type of interpolation is used, it will be more accurate than rounding to the

nearest known point.

5.4.2 Interpolation Method

Linear interpolation is straightforward but poorly captures the non-linear degradation of
performance (hence the notion of a sensitivity curve). A cubic method is therefore more ap-
propriate. However, not all cubic interpolation schemes are suitable: for example, standard
spline interpolation may introduce spurious local minima or maxima, yielding interpolated
values outside the measured range. This behavior is undesirable, as interpolated values
should remain bounded by the observed data.

To address this, Pchipinterpolator, which implements a piecewise cubic Hermite in-
terpolating polynomial, was selected. It is available in the SciPy Python package This
method is non-linear, preserves the monotonicity and local trends of the data, and avoids

overshooting beyond the measured extrema.

 https://docs.scipy.org/doc/scipy/reference/generated/scipy.interpolate.Pchipinterpolator.html
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5.5 Pressure Metric

Originally, the setup used the memory footprint as the pressure metric. During sensitivity
pro ling, the total memory region accessed by the Sol was incrementally enlarged at each
step. This aects whether the Sol's working set ts in cache, how much of the LLC
it occupies, and how frequently DRAM must be accessed. However, the rate of memory
requests remains largely unchanged. As a result, memory bandwidth potentially a critical
bottleneck is not directly controlled by this metric. Beyond a certain point, a single
CPU core is expected to limit the rate at which memory requests can be issued, thereby
limiting the achievable level of memory interference. Additional CPU cores may therefore
be required to increase aggregate interference further.

Instead of using a xed number of Sol processes, the approach was modi ed to progres-
sively increase their number during pro ling. As more Sol processes are instantiated across
CPU cores, the aggregate volume of memory requests in the system increases accordingly.

This means that instead of using a xed number of Sol processes and increasing their
total footprint, each step of the pro ling a new Sol with a xed amount of memory footprint
is added.

(@) New Sol count pressure metric. Each step (b) Old memory footprint pressure metric with
introduces a new Sol process with 16MB of 7 Sol processes.
memory.

Figure 5.3: Comparison of the Reporter sensitivity curves using di erent pressure metrics.
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The potential bene ts of this approach are the following:

"~ It produces stable sensitivity curves with a more gradual decline. This improves the
accuracy of contentiousness readings because, when adjacent measurement points
are far apart on the performance axis, in many cases the contentiousness lookup
depends heavily on interpolation. Additionally, it reduces the variation in the possible
contentiousness range resulting from variance in the performance measurements, as
discussed in Section 5.2.1.

~

Using the SPEC benchmarks, adding another Sol always resulted in a worse perfor-
mance even if only marginally. This prevents the curves from plateauing and ensures
the downwards trend is preserved.

The di erence in pressure between the new and old metric steps can be seen in Figure 5.3.
The new metric allows for a more gradual and consistent increase in pressure, which results

in better accuracy throughout the range.

5.6 Evaluation

This section presents the results of the experiments with the di erent techniques presented
in this chapter. All experiments are performed with pairwise predictions.

5.6.1 Initial Adjustments

The rst experiment shows the experimental results of the baseline which is the work done
by Dzikowski (3), and results after introducing the initial con guration changes mentioned
in Sections 5.1 and 5.3 including the pro ling cuto . The results are visible in Figure 5.4.
The prediction error drops marginally, but the total range of the errors is noticeably
smaller. A much more signi cant improvement is seen in the pro ling time which is reduced
from over 11h to under 4h. The proling cuto contributes to the massive reduction in
time for the application sensitivity pro ling. The speedup in Reporter sensitivity pro ling
comes from using a smaller pressure range, as well as using less Sols in total, which makes
the Reporter nish faster. The shorter contentiousness pro ling time is due to using fewer
Reporter repetitions. Although an excessively small number of repetitions, such as 2, can
produce noisy results, reducing the number from 100 to 20 did not result in a noticeable

loss of prediction accuracy in the evaluated experiments.
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(a) Prediction Errors (b) Proling Times

Figure 5.4: Experiment results with initial adjustments and the baseline setup.

5.6.2 Interpolation

The experiment, the results of which are shown in Figure 5.5, evaluates the e ect of
introducing interpolation into the sensitivity curves.

(a) Prediction Errors (b) Pro ling Times
Figure 5.5: Experiment results with and without the use of interpolation.

The previous setups use a 4MB interval between sensitivity measurements. The new
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method con guration with interpolation, samples with an interval of 16MB. Even with this
bigger interval the setup that uses interpolation is more accurate overall, though not by
much. Using a larger interval helps speed up the sensitivity pro ling for both the Reporter
and the applications immensely. The total pro ling time drops from around 3.5h to just
1h which is about a 70% improvement with respect to the setup without interpolation.
The 4MB interval was present in the original setup. The choice of the 16MB interval for

the interpolation was the result of tests with various intervals.

5.6.3 Pressure Metric

Changing the pressure metric led to a noticeable improvement in prediction accuracy com-
pared to previous experiments. The results are shown in Figure 5.6. Both con gurations
include the previously discussed enhancements (e.g., interpolation); the only di erence is

the choice of pressure metric.

(a) Prediction Errors (b) Pro ling Times

Figure 5.6: Experiment results with the Sol count and memory footprint pressure metrics.

Switching to the Sol-count-based pressure metric reduces both the maximum absolute
error and the 95th percentile absolute error by approximately 35%. Depending on the
Sol con guration, sensitivity pro ling with the memory-footprint metric can take varying
amounts of time. In the comparison shown in Figure 5.6, pro ling with the new metric

is, in total, about 75% longer. This demonstrates a clear trade-o between accuracy and
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pro ling time. In this case, the reduction in maximum absolute error is substantial, while
the pro ling time remains acceptable.

The results with the new metric show a slight increase in median absolute error and the
error range. However, the change is smaller than one percentage point, and the median
absolute error is below 1% in both cases, therefore this change is not signi cant.

Although the Sol-count metric a ects the results of pairwise predictions, it was originally
developed for the multi-competitor scenario discussed in Chapter 6. Its e ects in this

context are evaluated in Section 6.5.

5.6.4 Cross-Machine Comparison

To validate whether the prediction method is hardware agnostic, the experiments were also
performed on a secondary machine mentioned in Section 4.2 . A comparison of pairwise

predictions on both machines is shown in Figure 5.7.

(a) Prediction Errors (b) Pro ling Times

Figure 5.7: Comparison of pairwise prediction accuracy and speed across two di erent sys-
tems.

In general, the predictions on the secondary machine are more accurate. This could be
caused by the processor running at a lower frequency than the primary machine, which,
assuming the LLC and DRAM latency is nearly identical across the two systems, lessens
the amount of CPU cycles a memory access takes. The lower frequency also explains the

longer pro ling time as the applications need more time to nish.
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Though there clearly is a di erence between the results on the two machines, it is not
signi cant enough to change any of the conclusions. The method achieves satisfactory
accuracy and speed on both systems.
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6

Multi-Competitor Predictions

This chapter addresses the problem of predicting performance beyond just pairwise deploy-
ments, with applications having more than a single competitor. Section 6.1 introduces the
necessity of multi-competitor prediction. Section 6.2 presents a simple way of extending
the existing pairwise prediction method for the multi-competitor scenario. Section 6.3 ex-
plains how the new pressure metric, previously introduced in Section 5.5, solves a problem
speci ¢ to the multi-competitor scenario. Section 6.4 presents a more complex method of
handling multi-competitor scenarios with the emphasis on contentiousness pro ling and
modeling the interaction between all the applications in a deployment. Finally, the per-
formance prediction method and its improvements are evaluated by running experiments

described in Section 6.5.

6.1 Problem Introduction

The original method can predict the performance of pairwise application deployments.
However, in multi-core systems it is common to run more than two applications' , espe-
cially when using a component-based or microservice architecture. The prediction method
should support deployments in which each application may have any number of competing
applications.

This leads to two possible scenarios:

1. Each application runs on a separate physical core.

lWhat is referred to as an application here is assumed to have signi cant load on the CPU or memory,
unlike background services, of which many can be running on the system without causing any meaningful
load on the resources.
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2. The number of running applications exceeds the number of active physical cores
available to the deployment. Consequently, at least one physical core must execute

multiple applications.

This chapter focuses on the rst scenario, where each application has its own physical
core. The second scenario introduces CPU sharing and therefore CPU contention, which

is a separate topic with additional challenges discussed in Chapter 7.

6.2 Naive Approach

Although the previous setup did not allow for more than two applications in a deployment,
the method itself does not inherently prevent the introduction of more competitors. The
problem is that it does not explicitly address this scenario. The use of the Bubble-Up
method has been tested with more than two applications in a deployment by Manousis
et al. (16). The exact way this is done is not explicit, and the prediction error is shown
to increase signi cantly as the number of competitors increases. This section introduces
a simple way to extend the Bubble-Up prediction method to multi-competitor scenarios.
Its accuracy is evaluated in Section 6.5, where it serves as a baseline for the improvements
described later in this chapter.

A straightforward way to extend the method to scenarios with multiple competitors
is to add their contentiousness scores and use the resulting aggregate score to calculate
the prediction, as in the single-competitor case. The simplicity lies in the fact that only
addition is added to the entire process of forming predictions. The remainder of the
method remains identical, and all data necessary to calculate the total contentiousness
of all competitors have already been computed by the base method used for pairwise
predictions.

This approach requires minimal adjustments. However, it can be problematic because it
ignores the interaction between the competitors. Interference a ects applications' perfor-
mance. If the performance is lower, that means an application is doing less meaningful work
per unit of time. The question is how does performance degradation a ect contentious-
ness? If an application is achieving less work during a time period, it should intuitively
also create less interference during that time. This idea is expanded in Section 6.4. The
fact is that competitors do a ect each other, and this interaction remains unmodeled in

the naive approach described in this section.
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6.3 Pressure Metric

Using the number of Sol processes instead of the memory footprint as the pressure metric
and the advantages it brings are described in Section 5.5. In addition to those advantages,
this new pressure metric provides additional bene ts in a multi-competitor scenario over
using a static number of Sols during sensitivity pro ling.

6.3.1 Static Number of Sols

With the memory footprint metric, a xed number of Sols is used during pro ling. In the
single-competitor scenario, a small number of them can be used to achieve accurate results.
If too many are used, the sensitivity curves have a very steep drop (i.e. at low levels of
pressure, the performance starts decreasing very rapidly and plateaus at higher pressure),
leading to less accurate results, for example due to heavy reliance on interpolation at low
pressure ranges. Therefore, for pairwise predictions, using just two Sols works well, as
shown in the previous chapter, for example in Figure 5.5.

However, when there are multiple competitors, their combined contentiousness can ex-
ceed that which is created by just two Sols. This creates a major issue where the con-
tentiousness score goes out of range of the measured sensitivity curves, making it impossible
to form a reasonable prediction. The only way to combat this problem is to use the maxi-
mum possible number of Sols so that they create a pressure range in which all combinations
of applications t.

Figure 6.1: Comparison of the Reporter's sensitivity curve with two di erent ( xed) numbers
of Sols used during pro ling.

Figure 6.1 visualizes the reporter sensitivity curves obtained with di erent numbers of
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Sols. Although the curves have a similar shape, the curve pro led with 7 Sols spans a larger
performance range, so its initial decline is considerably steeper. The sensitivity curves
obtained with only 2 Sols do not capture the full range of performance degradation observed
with 7 Sols, which is expected. When 7 real competitors exert a pressure comparable to
that of the 7 Sols, it becomes impossible to form accurate predictions based on the 2-Sol
curves alone.

6.3.2 Sol Count Metric

The Sol count pressure metric allows for ner control of the observable pressure. As men-
tioned in Section 5.5, this can translate to better readings throughout the entire pressure
range, which is even more important in a multi-competitor scenario. In pairwise deploy-

ments, there is a limited range of interference that a single application can cause. In a
scenario where a single application's contentiousness ts in the range from OMB to 10MB,
the combined contentiousness of 7 competitors can range from OMB to 70MB - the relevant
pressure range expands.

Conceptually the new metric is also a more elegant solution. Instead of having 7 appli-
cations making constant memory requests within a certain memory range, the controlled
variable is the number of applications producing meaningful memory accesses. In a sce-
nario where there can be an arbitrary number of competitors, pro ling the sensitivity by
adding one Sol during each step o ers a better estimation into how an application reacts
to an increasing number of competitors and therefore an increased number of memory
accesses that cause interference.

6.4 Extended Contentiousness Pro ling

The naive approach described in Section 6.2 is not ideal because it does not model the
interaction between the competitors. To better estimate the total contentiousness in the
system, contentiousness curves are introduced to the framework.

6.4.1 Contentiousness Curves

Similarly to how sensitivity is proled, it is also possible to measure an application's
contentiousness at di erent levels of existing pressure. To achieve this, the Reporter is
deployed with the pro led application, but additionally, Sols are introduced to con gure
the pressure in the system. Then, after the Reporter's reading is obtained, the pressure
of the Sols is subtracted to obtain the application's contentiousness score. By repeating
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the process at various interference levels, curves are obtained that allow for lookup of how
much an application adds to the existing contention. The added contentiousness [Cis
calculated by performing a measurement at pressure levelsRereated by the deployed Sols:
Ca=R P ¢

where R is the Reporter's performance reading.

Figure 6.2: Example contentiousness curves for the SPEC benchmarks.

Example contentiousness curves from an experiment are shown in Figure 6.2. Originally,
the curves were hypothesized to decrease monotonically due to the performance degra-
dation the applications experience. However, most of the obtained curves do not exhibit
stable behavior of the contentiousness trends and values. There are visible uctuations
which could be caused by measurement inaccuracies, especially when the system expe-
riences a high level of pressure, but it has not been thoroughly investigated. The most
contentious benchmarks, like roms, fotonik3d, Ibm, seem to cause less interference as the
overall pressure increases. Others, like xz, cause slightly more contention at higher pressure
levels according to the readings.
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6.4.2 Contention Equilibrium

To calculate the total contention in the system, an iterative process is used. The total
contention in the system at the beginning is zero. The process has two steps that occur in
a loop:

1. Use the existing total contention in the system, excluding the application's own
contentiousness, to look up the contentiousness score of each application in the cor-

responding curve.

2. Add all the contentiousness scores together to obtain the total contention in the

system.

The steps are repeated until an equilibrium is reached (or alternatively for a xed number
of iterations) and result in a nal contentiousness score that can be used for predictions.
The loop is visualized in Figure 6.3.

Figure 6.3: Calculation of the Contention Equilibrium

6.5 Evaluation

This section presents the results of multi-competitor experiments, with the techniques
described in this chapter.

6.5.1 Validation Set

For pairwise predictions, it was feasible to validate all predictions by actually testing the
performance of the deployments. Only 19 SPEC benchmarks are used in the experiments,
resulting in 342 possible deployments. With up to 7 competitors, there are over a million

1This number is twice the number of combinations, as validation requires separate pro ling runs for
both applications in each pair.

45



6. MULTI-COMPETITOR PREDICTIONS

possible predictions. Validating all of them would likely take months and is therefore not
feasible. This underlines why the prediction method can be useful.

Because all predictions cannot realistically be validated, a subset of possible deployments
is created for validation purposes. In each experiment, the validation set consists of:

" 20 randomly sampled deployments for each number of competitors,
~ 3 deployments with the most total contention for each number of competitors,

" 60 prede ned deployments.

This results in 221 total deployments.

Using random samples, which are a small subset of all predictions, for validation would
produce results that are not comparable - the nal accuracy is highly dependent on random
chance. Because of this, a set of prede ned deployments was added for validation across
all experiments.

The deployments for the prede ned set were chosen based on the following considerations:

" At least one deployment for each application is validated. Every benchmark serves
as the main application whose performance is predicted at least once.

Deployments contain all possible numbers of competitors, from 1 to 7, with 7 being
the maximum and most common among the deployments. 37 of the 60 deployments
have 8 applications, not only because maximizing the number of competitors usually
leads to di cult to predict scenarios, but also because it makes sense from a design
perspective to utilize all available cores! , otherwise resources are being wasted.

Most deployments were chosen based on the worst results accuracy-wise from the
preliminary tests during the development of the multi-competitor prediction method.
The most contentious and di cult to predict competitors were often chosen to create
problematic con gurations.

The prede ned deployment set has been constructed to be particularly challenging for
the prediction method and is expected to yield the lowest prediction accuracy. This raises
the question of why random samples are needed if the prede ned set already targets the
worst accuracy. It is impossible to prove that the worst case scenario is present in the
prede ned set because it depends on the method and parameter con guration used for

1This highly depends on the design goals and considerations. The statement assumes performance and
maximizing utilization as the priority.
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making predictions. Additionally, establishing such a guarantee would require the valida-
tion of all predictions at least once. The purpose of the random samples is to evaluate a
range of deployments with di erent numbers of competing applications and to verify that

the method is not tailored to the prede ned deployment set.

6.5.2 Naive Approach

This subsection presents the results obtained with the naive (baseline) multi-competitor
prediction approach, discussed in Section 6.2, with the adjustments described in Sections
5.1 and 5.4, but retaining the original sensitivity pressure metric (memory footprint).
Figure 6.4 reports prediction accuracy and pro ling time for the naive approach when
either 7 or 4 Sols are used during sensitivity pro ling. The results indicate that using
only 4 Sols is insu cient for accurate predictions with up to 7 competitors. Matching the
number of Sols to the maximum number of competitors improves prediction accuracy, but
at the cost of increased pro ling time which is caused by increased runtime of the pro led

applications due to higher pressure.

(a) Prediction Errors (b) Pro ling Times

Figure 6.4: Comparison of the multi-competitor naive approach and the pairwise baseline
prediction.

In both cases, the median absolute error is small, which would suggest that the naive
approach still works well in many cases. However, the maximum and 95th percentile

absolute errors are high and go above the original target of under 20%. These results seem
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to con rm that without any adjustments, this method is not viable for multi-competitor

scenarios.

6.5.3 Sol Count Pressure Metric

The experiment shown in Figure 6.5 compares the prediction accuracy and pro ling times
for a multi-competitor scenario using the old memory footprint, and new Sol count pressure
metrics.

(a) Prediction Errors (b) Pro ling Times

Figure 6.5: Comparison of the Sol count pressure metric with the memory footprint pressure
metric (using 7 Sols) in a multi-competitor scenario using the naive approach.

The drop in the maximum and 95th percentile absolute errors when using the Sol count
metric is very pronounced, showing a 64% and a 50% reduction respectively. The median
absolute error does not change signi cantly. What is important is that with the simple
change in the pressure metric, even with the naive approach, the maximum absolute error
is now within the 20% margin that is the original target. The pro ling time is lower when

using the new pressure metric, because measurements take shorter at low pressure levels.

6.5.4 Contentiousness Curves

Figure 6.6 shows the results of the prediction using the extended contentiousness pro ling
with contentiousness curves described in Section 6.4, compared to the naive approach.
Both setups use the Sol count pressure metric.
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(a) Prediction Errors (b) Pro ling Times

Figure 6.6: Comparison of the prediction results with contentiousness curves and the naive
approach (simple contentiousness).

The use of contentiousness curves resulted in a substantial deterioration of prediction
accuracy. In addition, the total pro ling time and in particular the time spent on con-
tentiousness pro ling was signi cantly longer. These results indicate that the new ap-
proach to modeling contentiousness is ine ective, both in terms of accuracy and pro ling
cost.

However, the extended contentiousness pro ling did change one important aspect of the
predictions. While prediction quality is usually assessed in terms of absolute error, in some
cases the sign of the error is important. The purpose of measuring contentiousness curves
and constructing a contention equilibrium is to model the interaction between the competi-
tors. This interaction is expected to reduce the e ective contention in the system because
all competitors perform worse than when run in isolation. Consequently, predictions should
become less pessimistic As shown in Figure 6.7, although the overall accuracy is worse for
the approach with contentiousness curves, the predictions are generally more optimistic,
as indicated by the predominantly positive prediction errors. Thus, even though the new
method fails to improve accuracy in this particular scenario, it still shifts the error in a

direction that may be desirable, and is therefore not necessarily useless overall.

1A pessimistic prediction assumes that application performance will be worse than it actually is in
practice.
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(a) Contentiousness Curves (b) Simple Contentiousness

Figure 6.7: Prediction errors by the number of competitors.

6.5.5 Tinymembench

As mentioned in Section 5.2 any application can be used as a Reporter. To test whether
the purpose-built Reporter is actually better at its role than a simple memory benchmark,
most experiments were repeated with tinymembench ! as the Reporter. In all previously
discussed experiments, tinymembench performed nearly identical or worse than the custom
Reporter, and therefore the results were not shown. However, in the case of the enhanced
contentiousness pro ling the di erence is important. Figure 6.8 compares the results of
using the naive approach with the new method based on contentiousness curves, with
tinymembench used as a Reporter.

Although the naive approach achieves worse results with tinymembench than it did with
the custom Reporter, when contentiousness curves are applied, the situation is reversed.
Using tinymembench with contentiousness curves yielded the lowest maximum and 95th
percentile absolute errors out of all the experiments that used up to 7 competitors. The
errors are 12.52% and 8.39% respectively, and exceed the original goal of 20%.

Although the accuracy is signi cantly better, the pro ling time is about twice as long
when using contentiousness curves due to the extended contentiousness pro ling time,
which now takes the longest time out of all the pro ling steps. This means that even if
the contentiousness curves can improve accuracy, which is not always the case, it comes at
a signi cant time cost which may outweigh the potential bene t.

Lhttps://github.com/ssvb/tinymembench
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(a) Prediction Errors (b) Pro ling Times

Figure 6.8: Comparison of the prediction results with contentiousness curves and the naive
approach (simple contentiousness) using tinymembench as the Reporter.

(a) Contentiousness Curves (b) Simple Contentiousness

Figure 6.9: Prediction errors by the number of competitors using tinymembench as the
Reporter.

The con guration of tinymembench with contentiousness curves shows one more inter-
esting property presented in Figure 6.9. There is no clear correlation between the increase
in the number of competitors and the increase in absolute error. This trend is visible when
simple contentiousness is used, and is highly undesirable because it may suggest that the

method does not scale well with the number of competitors.
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6.5.6 Cross-Machine Comparison

Figure 6.10 compares the results from the primary and secondary machines used for ex-
periments, which are described in Section 4.2. This speci ¢ experiment used the custom
Reporter with the naive approach and the Sol count pressure metric.

(a) Prediction Errors (b) Pro ling Times

Figure 6.10: Comparison of multi-competitor prediction accuracy and speed across two
di erent systems.

Like with pairwise predictions, the secondary machine achieves more accurate predic-
tions, with the maximum absolute error going below 10%. An unexpected result is that
the pro ling times are nearly identical across the machines. It is possible that the upper
range of performance degradation is not as severe on the secondary machine as it is on the
primary one, and therefore the execution time of the applications during the entirety of
their pro ling is on average similar across the systems.

These comparisons are not meant to determine which machine can achieve better results.
They are used to con rm that the prediction method works well on multiple systems.
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All previous chapters are focused on predicting performance by pro ling the contention in
the memory subsystem. However, it is not only the memory that impacts the performance
of the applications. Another crucial resource for which applications can compete is the
CPU. This chapter explores how the sensitivity contentiousness prediction method can
include CPU contention in the predictions.

Section 7.1 introduces the topic by presenting the necessity of predicting CPU contention
as well as the related challenges. Section 7.2 discusses the additional di culties in pre-
dicting performance in systems with simultaneous multithreading. Section 7.3 looks at
how Hardware Performance Counters can be bene cial for performance prediction under
CPU contention, and Section 7.4 presents the results of experiments related to the topics
discussed in this chapter.

7.1 Problem Description

As modern platforms routinely schedule many tasks on a limited number of cores, perfor-
mance prediction methods for CPS design must account for scenarios with several applica-
tions per core and the resulting CPU contention. This section outlines the motivation for
relaxing the one-application-per-core assumption and then discusses the main challenges
introduced by CPU sharing.

7.1.1 Motivation

The system can only run simultaneously as many applications as it has processor cores.
This is why the multi-competitor scenario described in Chapter 6 had a restriction of one
application per core. This restriction is of course undesirable - modern systems can run
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hundreds or thousands of processes with only a few CPU cores. A performance prediction
method used during the design of a CPS should be able to accept any number of applica-
tions on any given hardware. This inevitably leads to a scenario where there are multiple
applications per core, which leads to CPU contention.

7.1.2 Challenges

In previous chapters, the focus was on the accesses to LLC and the main memory. When
multiple applications are using the same core, they will also compete for the private caches,
which are usually much smaller and more frequently accessed than the LLC. As described
in Section 2.3.2, there are two distinct scenarios when it comes to CPU sharing: same-core
sharing, which relies on OS task switching, and SMT in which two (assuming two hardware
threads per core) processes run at the same time on a single physical core and compete for
most of the CPU hardware resources.

Without SMT, there is no simultaneous competition for a CPU core's resources. Perfor-
mance degradation can still occur if multiple applications are scheduled on the same core
due to:

1. CPU time sharing and increased number of context switches,
2. Cache line eviction from private caches (caused by a competitor),
3. Mistraining of the branch predictor (by a competitor),

and potentially other factors. With more resources for which applications compete, and
consequently more possible causes of performance degradation, the old memory-focused
pro ling and prediction method may not perform well and may require signi cant adjust-
ments.

7.2 Simultaneous Multithreading

Simultaneous multithreading allows multiple threads to use in parallel those core resources
that have multiple instances, with the goal of maximizing utilization of the available com-
putational resources. When trying to predict the performance of co-running applications,
this creates a signi cant challenge. There are many more resources that are subject to
direct competition in this scenario, such as: ALUs, FPUs, load/store units, instruction
decoder, reorder bu er, etc. Predicting whether, and how much applications will compete
for all available CPU resources is challenging for multiple reasons:
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1. Itis hard to predict how often and when the applications will access speci ¢ resources,
e.g. the FPU.

2. Processor operation is often not fully transparent to software developers and system
designers. When two hardware threads contend for the same shared resource, the ar-
bitration policy and therefore which thread receives priority may be implementation-
dependent and is often undocumented. This lack of transparency raises questions
regarding fairness. Furthermore, although some microarchitectural characteristics
are publicly documented, manufacturers do not always disclose details such as the
number of execution units, whether they are shared between hardware threads, or

how instructions are assigned to them.

An additional problem is that applications have di erent contentiousness scores. The
method should consider all possible deployments, e.g., an application with 10 competitors
can have the least contentious or the most contentious competitor on the sibling core
which a ects the performance. What application is scheduled on which logical core starts

to matter.

7.3 Hardware Performance Counters

Hardware Performance Counters are useful for performance monitoring and application
pro ling, but can also be used for performance prediction (15, 16, 17).

Various HPC metrics could be used for sensitivity and contentiousness pro ling. Instead
of using a general metric like the memory footprint, for example, the LLC miss rate could
be used. It also does not need to be a single metric. As mentioned in Section 3.2, it can
be a vector of metrics that better captures the contention in various system components.
Using HPC metrics for pro ling could have two potential bene ts:

1. HPCs record real hardware events and therefore provide an objective view of the
processor or application behavior. When using a measurement based approach, the
performance of applications can be captured but the underlying causes of perfor-
mance degradation remain largely opaque. In contrast, HPC-derived metrics that
correlate strongly with performance can o er insight into the mechanisms of degra-
dation. For example, suppose pro ling shows that, for application A, increases in
last-level cache (LLC) misses are consistently accompanied by similar increases in
execution time, and that application B reliably induces higher LLC miss rates in
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co-deployed applications. In this situation, it is possible to predict not only the per-
formance of application A when it is co-deployed with application B, but also provide
a data-backed explanation of the slowdown, namely the additional LLC misses trig-
gered by the co-deployment.

2. The collection of HPC metrics typically introduces negligible overhead on system
performance, as the counters themselves are implemented in hardware and do not
require additional computation by the pro led application. If HPC-based measure-
ment is used instead of a separate Reporter application, the pro ling results can, in
principle, be more accurate because the pro led application no longer experiences

resource contention from the Reporter.

The rst point is especially important for CPU contention. In the memory sub-system,
the source of interference can di er, but the cause of performance degradation is always
the same - an application is waiting for data from the memory. This is not the case when
applications compete for CPU resources. Performance degradation can be caused by CPU
time sharing, increased cache misses, context switches, branch mispredictions, and with
SMT, applications may need to wait for computational resources like ALUs to become
available. With an increase in possible causes of performance degradation, it is harder to
model all possible interactions between di erent applications.

The use of HPC metrics for sensitivity and contentiousness pro ling have been left out of
the scope of this thesis, as implementing this change would require signi cant changes to
the codebase and adjustments to the method itself. However, they still proved to be useful
in a di erent way. Although they were not used directly for prediction, collecting HPC
metrics, using the perf tool in Linux, provided useful insight into application behavior and
causes of performance degradation.

7.4 Evaluation

This section presents the experiments with CPU contention present. They are meant to
give an idea of how the current prediction method performs in such scenarios, but some of
the results require further investigation.

7.4.1 Same-Core Contention

In this experiment, all the applications, including the Sols and the Reporter, were deployed
on the same (logical) core. The accuracy of pairwise predictions is shown in Figure 7.1
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and compared with the pairwise results from Chapter 5.

(a) Prediction Errors (b) Pro ling Times

Figure 7.1: Experiment results with pairwise deployments on the same logical core and on
separate physical cores.

The prediction accuracy stays in line with that of the previous pairwise experiments
which use separate physical cores. The maximum absolute error is slightly higher but still
below 10% and both the 95th percentile and the median absolute errors are marginally
smaller.

The increase in proling time is caused by a worse performance of the tested bench-
marks and the Reporter during pro ling which caused the measurements to take longer to
complete.

The same-core contention, and more speci cally the resulting performance degradation,
shows very predictable behavior. There is a strong trend in the results that suggests that
the application's performance is about% where n is the number of applications running on
the same logical CPU. This is clearly visible in the sensitivity curves shown in Figure 7.2.
Performance can be worse tharﬁ due to an increased number of context switches and a
slight increase in cache misses (indicated by HPC analysis). It is important to note that
this result may depend on the OS scheduler and the priority assigned to the processes.

An additional experiment was performed with up to 5 applications deployed on the same
core. The validation set uses only 80 randomly sampled deployments, 20 per each number
of competitors, therefore the results, which are presented in Figure 7.3, are meant to give
an idea of what can be expected and not for drawing nal conclusions.
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Figure 7.2: Sensitivity curves of all applications in the same-core experiment.

Figure 7.3: Prediction errors obtained from an experiment with up to 5 applications deployed
on the same core.

While the results are clearly not representative of the possible worst case scenarios,
indicated by a smaller maximum absolute error than in the pairwise predictions, they

suggest that the method holds up for more than just pairwise deployments on the same
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